A Hive Mind
An Open-Source-Driven AI Platform
As firms are coming under increasing pressure to adopt artificial intelligence and machine learning programs, working out how
to integrate them into existing systems in the least disruptive and most efficient way is a pivotal consideration. Peter Simon,
lead data scientist, financial markets at DataRobot, explores how firms can satisfy regulators’ calls for interpretability, the
sustainable advantages of setting up AI programs and why the often-overlooked route of an open-source code base could
be key to maximising efficiency.
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In many institutions, there is topdown pressure to adopt artificial
intelligence (AI) and machine
learning initiatives—how can they
find actionable use cases, and where
do you see potential?
Peter Simon: People often ask: “I have
a lot of data, what can I do with it?”
While this works for use cases that are
“low-hanging fruit”, DataRobot prefers
a strategy-led approach, asking: “What Peter Simon
would generate value for the business, DataRobot
and what data do I need to execute this?”
This method takes longer but can create
lasting competitive advantages. In practice you may use a mix of both, getting
quick wins to initially demonstrate value
to skeptics, before moving on to creating
tangible, measurable business value—
whether by boosting lead conversion or
request-for-quote win rates, or enhancing operations and even compliance.
What sustainable advantages will
justify the time and cost of setting
up AI/machine learning programs?
Peter Simon: Probably the question
I hear most when meeting people at
banks is “What are our competitors
doing?” That is certainly one way to do
it, although it means you always end up
running to keep up with genuinely innovative players. It is far better to ask:“What
unique advantages can we capitalize on?”
For example, the huge troves of data
available to established institutions definitely provide a competitive advantage
over their more agile but less data-rich
financial technology challengers.
It may be surprising, if not concerning, to many that your technology
platform uses open-source machine
learning code bases. What sort of
advantages does a tech platform
such as yours gain from using these
publicly available resources?
Peter Simon: Cutting-edge data science and machine learning are simply
unachievable without the innovation
derived from the “hive mind” of the
open-source community. There’s something to be said for having a worldwide
community of passionate, obsessive
contributors—and there are actually
some fairly stringent quality control
processes in place in big, well-known
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open-source projects. Along with other
companies, DataRobot contributes to
open-source libraries because it simply
makes good business sense, helping
the community ensure the underlying
source code is reliable, which improves
our own product.
However, DataRobot is not a “crowdsourced” project. We have around 350
incredibly talented engineers and data
scientists on our team whose job it is
to engineer our platform to enterprise
grade and work with customers to
ensure it meets their needs. We consider
ours a “best of both worlds” solution—
meaning there remains someone at the
other end of the phone to shout at if
there’s an issue, and you don’t have to
worry about ensuring all parts of the
open-source stack are up to date.
It has been said that 2019 will be
the year of calls for interpretability
in AI—what are regulators looking
for in this regard?
Peter Simon: In DataRobot’s work
with banks in many jurisdictions and
regulatory regimes, we see a variety of
approaches to regulating model risk.
Regulators exist to protect consumers,
ensure fair competition and maintain
the integrity of markets and the financial
system as a whole. Intention isn’t enough
to demonstrate that a machine learning
model is fit for purpose in this context—
model outcomes are paramount.To meet
regulatory requirements in 2019, you
must be able to demonstrate your model
responds robustly to various stimuli,
extreme scenarios and edge cases. For
consumer-facing activities such as credit

decisions and pricing, you also need to
explain why particular decisions by a
model are made at an individual level.
What should firms looking to
outsource or put together an AI/
machine learning team consider?
Peter Simon: Above all else, be sure
to leverage the knowledge base and data
infrastructure your business already has.
Assess your gaps and prioritize accordingly. Consider where you have deep
data expertise and technical skills—you
need an optimal mix of business and
data expertise, as well as data science
talent. Whether you invest in training,
hire new talent or leverage outside
resources, your strategy needs to deliver
value in the short term while building
for the long haul. Build in best practices
from the start: from data sourcing and
preparation, to testing, model validation
and model risk management, and finally
deployment and model monitoring.
Consider whether you need a team of
data scientists, or whether you can achieve
your goals with capable and motivated
“data people” from the business using
modern automated machine learning
techniques. Ensure the people involved
receive training and executive sponsorship. Whichever path you take, ensure a
close working relationship between AI/
machine learning teams and traditional
IT so model deployment into your production systems is smooth and efficient.
Quantify and widely communicate the
value delivered by your team, and make
adjustments as necessary to ensure their
time is being spent on the highest value
activities for the business.
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